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a b s t r a c t
We report on an experimental study aimed at establishing a framework for automated detection of suckling episodes in lamb. Suckling turns out to be an important element of the animal’s behavior, because it
occurs early in its development cycle and is directly linked to the fundamental predictors of its success.
Our objective was to build an inexpensive, unobtrusive, maintenance-free, and energy-efficient device
easily attachable to the lamb that would reliably detect suckling episodes and report them wirelessly
to a data collection point. We demonstrate that suckling is characterized by a rather simple and distinguished acceleration signature which makes it possible to detect the event with relatively simple techniques easily implementable within low-end microcontrollers. We propose an algorithm to this end
and assess its performance on acceleration data obtained from animals in a farm environment. Our algorithm has been able to detect 95% of all (actual) suckling episodes with less that 10% false indications.
Ó 2017 Elsevier B.V. All rights reserved.

1. Introduction
1.1. Motivation
Automated monitoring of livestock aimed at the optimization of
their breeding process has attracted considerable attention in
recent years. This is a consequence of the increasing extensification
of farming practices which is seen these days as beneficial from
multiple perspectives, i.e., farm income, animal welfare, and environmental sustainability, especially as the declining farm income
results in a reduction of the labor force in livestock care.
In this context, intelligent, automated livestock management
systems, operating on little human input, tend to be more economically viable than labor-intensive ones. The role of automation in
such systems is to reduce the impact of the cost of labor on farm
profitability (Stott et al., 2005) while safeguarding the animals
against the welfare challenges resulting from their greater behavioral freedom and reduced direct human attention (Dwyer,
2009). The latter issue is exacerbated by the transitional nature
of the extensification process: modern breeds, bred and raised
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under intensive conditions, are not necessarily well adapted for
extensively managed systems and may not be able to survive
and thrive in situations where the extent of direct human care
has been drastically reduced (Dwyer and Lawrence, 2005a). A
properly designed automated monitoring system addressing the
relevant elements of the animal’s behavior may act as an effective
replacement for that care, both from the viewpoint of profitability
as well as the animal’s welfare (Dwyer and Lawrence, 2005b). In
our work, we focus on automatic detection of suckling episodes
in lamb as one of those behavioral elements.
It has been shown that the behavior of the ewe, who is the driving side in the dynamics of its relationship with the lamb, is likely
to play a key role at all lamb ages (Dwyer and Lawrence, 2000). The
possibility of automatic detection of anomalies in that relationship
is thus a useful feature of a monitoring system, because it may hint
at problems whose early detection and elimination is critical for
the lamb’s success. Suckling turns out to be an important behavioral element indicative of possible problems in this area. In most
lambs, suckling occurs within 1–2 h of birth (Dwyer, 2003) and
its imperative prerequisite is that the animal be able to stand
and exhibit a coordinated pattern of udder seeking behaviors; thus,
it is one of the very first indicators of the lamb’s well-being. The
expression of maternal care recorded at parturition in sheep persists throughout the lactation period. Thus, initial maternal care
is predictive of the ewe–lamb relationship up to the weaning and
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maximizes the lamb’s survival by ensuring frequent suckling
(Pickup and Dwyer, 2011). Ewes that exhibit less pronounced licking and grooming behavior at birth tend to be further from their
lambs when grazing throughout lactation (Dwyer and Lawrence,
1999, 2000). This suggests that those lambs are less attached
and, in consequence, suckle less frequently (Pickup and Dwyer,
2011). The observed timing (frequency) of suckling can thus be
used as a measure of the quality of the ewe–lamb bond.
1.2. Technology and related work
Automated classification of activity patterns in animals and
humans is usually carried out via acceleration sensing and has
been extensively studied from many angles (Troiano et al., 2014;
Robért et al., 2011; Nadimi et al., 2012; Nkwari et al., 2015;
Moreau et al., 2009; Martiskainen et al., 2009; Preece et al.,
2009; Robért et al., 2009; Lara and Labrador, 2013). The primary
feature making our work different from previous research in the
area of animal activity monitoring is our sharp focus on detecting
specific, short-lived, individual events. This is in contrast to most
other studies, e.g., (Nadimi et al., 2012; Nkwari et al., 2015;
Martiskainen et al., 2009) which have dealt with sustained, longterm activities, e.g., lying, walking, or grazing in cows or sheep.
At first sight, the suckling activity in lamb appears tricky from
the viewpoint of reliable classification, because it consists of rather
brief, intermittent events that fail to form long, sustained patterns.
Consequently, suckling cannot be spotted through low-frequency
sampling (carried out over extended periods of time), which has
been the prevailing approach to classifying activities in cattle. Typically, the sampling frequency applied in such cases is of order 1 Hz
(Nadimi et al., 2012; Martiskainen et al., 2009), especially when the
data has to be sent for processing over a low-bandwidth wireless
channel. Higher rates can be afforded when the data is collected
within the sensor device for later downloading and off-line analysis (Robért et al., 2009), however, other factors, like the device’s
footprint and/or its energy budget come then into play.
As our sensing device is to be attached to (the neck of) a suckling lamb, one of our objectives was to minimize its size and reduce
its energy budget as much as possible (the two goals not being
entirely separate), to nullify the discomfort to the animal and, possibly, the impact of the device’s mass (inertia) on the measurement. The latter is often overlooked in practical studies: some
experimental devices (especially those used for off-line data collection (Robért et al., 2009)) have been rather massive and obtrusive.
While the problem need not be significant for low-frequency sampling, it definitely is in our case, because of the short and rapid
sequence of signature movements. Owing to those characteristics,
it has been also absolutely critical to collect the initial (training)
data using a device resembling (in terms of its inertia, attachment,
and rigidity) the target device, to make sure that the conclusions
from the introductory series of experiments could be extrapolated
over the target (production) setup. For that reason, even though
the nature of our experiments was formally compatible with the
off-line approach to data collection and interpretation, we insisted
from the very beginning on operating within the framework of the
target hardware.
A suckling event is typically represented by a signature activity
pattern, measured at the animal’s neck, lasting 1 or 2 s; thus, its
detection requires a considerably higher sampling frequency than
that applied for detecting prolonged patterns. An additional
assumption, largely implied by the high sampling rate, is that in
the target system the classification will be performed within the
sensor device attached to the animal (rather than at some central/remote data collection point). As we aim at practical devices,
ones that can be massively deployed in farming and used for extensive periods (months or years) without replacing the batteries, we

can afford neither complex on-board processors, nor large amounts
of data transmitted over the wireless channel. Consequently, the
classification algorithm has to be simple. While the problem is
not devoid of features suggesting advanced (AI-based) classification methods, e.g., neural networks (Preece et al., 2009) or Kalman
filters (Cornou and Lundbye-Christensen, 2008), those methods
must be deemed too complex for the target system. So one more
essential and novel aspect of our work is the reliance on a rather
simplistic and resource-frugal execution platform for the classification algorithm.
The net result of our work is a reliable and cost-effective
scheme for detecting suckling episodes in lamb, using an inexpensive wireless sensing device that can be unobtrusively attached to
the animal and left there unattended throughout the entire rearing
period.

2. Materials and methods
2.1. The hardware base
The sensor device attached to the animal is built around the
CC430F6137 microcontroller (Texas Instruments, 2013) integrated
with a CC1100-based RF module (Texas Instruments, 2014).
Viewed from a slightly wider angle, the microcontroller belongs
to the popular MSP430 family being thus a typical contemporary
representative of the class of devices that one would be willing
to deploy in a massive, commercially viable, WSN-based system
targeting long-term (and low-cost) monitoring of assets, people,
or animals within the geographical bounds of a single institution,
facility, campus, or farm. The device facilitates low-power operation allowing its user, at least in principle (i.e., with the right organization of the application’s duty cycles) to run the system
continuously for months or even years without replacing batteries
at the nodes. The manufacturing cost of a single device (in its envisioned commercial version) is conservatively bounded from above
by €15.
The choice of our hardware/firmware base has been dictated by
the experience of Olsonet Communications Corporation1 and Sendronet,2 which companies have provided support for the project,
in using similar devices for monitoring tasks somewhat related to
the one at hand. Wireless sensor networks built around essentially
the same hardware (and closely related firmware) have been applied
to monitoring industrial assets, as well as patients in independent
living (IL) facilities to automatically detect and diagnose various
events related to their well being (Gburzyński et al., 2016; Boers
et al., 2011). Using a commercially-verified, low-cost WSN system
as the basis for our project lets us hope that once the classification
procedures for the interesting types of events have been established,
a practical embodiment of our system can quickly materialize via a
straightforward adaptation of the existing base.

2.1.1. The network
The WSN constituting the basis of our system consists of two
types of nodes referred to as Tags and Pegs (Gburzyński and
Olesiński, 2008). A Tag is typically equipped with one or more sensors and represents the measurement device which often happens
to be mobile (e.g., attached to a person, an animal, or a movable
asset). The Pegs jointly form the actual ad-hoc network fabric
whereby (relevant) packets picked up from the Tags are forwarded,
using TARP (Gburzyński et al., 2007), to a central sink Peg dubbed
the master and interfaced to the Operational Support System (OSS),
1
2

http://www.olsonet.com.
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i.e., the external program collecting and interpreting the data arriving from the network.
The primary, generic goal of the WSN is to provide an openended, low-bandwidth, self-contained, flexible communication
platform for reporting sensor data, e.g., periodic readings and/or
events described by user-definable predicates applied to the (possibly preprocessed) parameters collected by the sensors. There exist
classes of events expressible as correlations of measurements carried out by multiple nodes, e.g., including proximity of a given Tag
to some other nodes (Tags or Pegs). Those events can be interpreted as variants of location tracking (Gburzyński et al., 2016).
With the right configuration of sensors encapsulated into Tags,
these generic (and already available) features can be transformed
into a potentially useful set of dynamic data assisting in many
aspects of animal breeding.
Different specific representatives of the MSP430/CC430 microcontroller family can be used in Tags and Pegs, including different
versions of each of the two generic node types; however, the formal capabilities of those devices are basically identical, in particular, all nodes are compatible for RF communication. The RF module
operates within the ISM band, which is 816 MHz for the system at
hand. Typically, although not necessarily, Pegs are immobile and, if
possible, connected to power outlets, so they operate on a lessconstrained power budget than Tags.
All communication is inherently two-way, i.e., the OSS can talk
back to the nodes (the Pegs as well as the Tags) and, in particular,
reconfigure the data collection parameters (duty cycles). Note that,
e.g., in contrast to (Nadimi et al., 2012; Nkwari et al., 2015; Huircán
et al., 2010), we do not use ZigBee. In our opinion, the TARP scheme
is more flexible and resilient to intermittent communication
problems.
The nominal baud rate for RF-communication is selectable
between 10,000 and 200,000 bps with the maximum payload
length of a single packet being 54 bytes. A higher baud rate typically translates into a shorter communication range. At the recommended (for the project) rate of 38,400 bps, the maximum
practical communication range (Tag–Peg) is about 70–100 m. This
effectively determines the maximum separation between a Tag
and the nearest Peg. Note, however, that Tags can also forward
packets, if needed, at some inflation of their power budget. Considering deployments in typical animal production facilities in Europe, we have concluded that the kind of semi-infrastructure
provided by Pegs spaced 70 (or so) meters apart is quite reasonable. This assumption may not apply in other extensive environments (Wark et al., 2007).

2.1.2. The accelerometer
The only sensor of interest for the present project is the
accelerometer, which is BMA250 (Bosch Sensortec, 2014). It is a
typical representative of its device class: many other accelerometers could be used instead with predictably similar results. The
device measures acceleration along three orthogonal axes (x; y; z)
discretized into 210 levels (per axis) in four settable ranges: 2 g,
4 g, 8 g, and 16 g. For our experiments, the range was set at 2 g
(i.e., from 2 g to +2 g) yielding the resolution of ca.
2g=512  3:91 mg.
The internal bandwidth of the sensor, i.e., the bandpass frequency of the primary filter, is selectable in 8 discrete steps
between 8 and 1000 Hz; it is also possible to directly access unfiltered data. For our experiments, with the classification based on
some easily discernible properties of the signal (no true
frequency-domain analysis), it makes sense to pre-filter the signal
frequency-wise to eliminate as much noise as possible before presenting the signal to the classifier. The sensor also offers low power
options consisting in inserting sleep intervals between measure-

139

ments. This kind of operation is intended for various (configurable)
triggering modes for standard events whereby the sensor generates interrupts when the acceleration exceeds some thresholds
and/or fits some (rather simple) preconfigured patterns (e.g., double tap detection, free fall detection, orientation change). For many
such events it is sufficient to monitor the acceleration values at
some relatively sparse intervals collecting just enough samples to
classify the particular type of event. From our point of view, in
the target application, the low-power motion detection mode can
be used to put the sensor into the full measurement mode upon
detecting some thresholded movement of the animal.
In our data collection setups the sensor operated in the continuous measurement mode at the maximum filter bandwidth of
1000 Hz, because our objective was to collect as much raw data
as possible with the intention of providing sufficiently many samples for an attempt at a general classification algorithm. The sampling rate was 140 Hz (this many triplets of acceleration values
were collected per second and logged at the collection point). This
rate was arrived at as a compromise between: (a) the need to have
a much finer granularity of readings than that typically needed for
long-term, prolonged, sustained behavior classification (Nadimi
et al., 2012), (b) the bandwidth of the wireless channel interfacing
the sensor device to the collection point, (c) the need to implement
the classification algorithm in the (low-footprint) microcontroller,
which shouldn’t be forced to analyze large volumes of data per
time unit.

2.1.3. The Tag node
The basic, unpackaged, measurement device, including the
microcontroller-RF combo (CC430F6137) and the accelerometer
(BMA250), is shown in Fig. 1. Under the trade name of CW430MINI
the device is manufactured by Sendronet as one of the components
for building massive wireless sensor networks. Its dimensions are
approximately 1.6  1.6 cm corresponding to a not-so-big postage
stamp. The PCB is outfitted with 16 connectors: two of them are
used for power supply (3 V) + ground, the remaining 14 connectors
represent flexible pins for interfacing extra sensors, which can be
digital (the available interface standards include SPI, I2C, UART)
or analog (the built-in voltage reference is 1.5, 2.5, and 3 V). To
make it operable, the PCB needs a power supply (which can be
any battery providing 3–3.3 V) and (optionally) an external
antenna, e.g., a piece of wire soldered to the on-board plate. Of
course, the PCB has to be encased to protect it from the elements
and damage by the animal. The external antenna increases the
practical transmission range from 40–50 m to 70–100 m.
For data collection, the device from Fig. 1 has been encased into
a box and outfitted with a strap, as shown in Fig. 2. Fig. 3 shows a
lamb with the device attached to its neck. Two AA batteries are
used as the source of power (note the separate battery cradle in
Fig. 1).

2.2. Suckling detection
Our work on the classification algorithm for suckling events was
inspired by the observation that when a lamb approaches a ewe’s
udder and connects to the teat, its head and neck effect a series of
rapid and sharp (jerky) movements. This remarkably characteristic
sequence of jerks does not seem to relate to any other activity of
the animal. Thus we hoped that by identifying and properly quantifying the acceleration signature of that sequence we would be
able to classify the event with a practically interesting reliability.
While we did not expect the scheme to be 100% foolproof, we
wanted it to be reliable enough to provide a solid and simple indicator of suckling-related problems in the ewe–lamb relationship.
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Fig. 1. The sensor node PCB.

Fig. 2. The sensor device ready for deployment.

Fig. 3. A lamb with the sensor device attached.

2.2.1. Data collection
A single data collection setup consists of a pair of nodes: a sensor device (Tag), shown in Figs. 2 and 3, and a collector node, being
in fact a standard, vanilla Peg (manufactured by Sendronet)
adapted for the task at hand. Note that the data collection process
departs from the target mode of operation envisioned for the production system. This is because the purpose of that process is to
collect a large volume of raw data for off-line analysis to identify
the features of the acceleration signal that can be subsequently
incorporated into the classification algorithm for the target system.
In particular, the wireless network is trivial and its simple role is to
provide a single, point-to-point link connecting the sensor device
to the collection center. The collection node (Peg) is attached to a
PC (laptop) through a USB dongle. Multiple setups can be made
to operate in the same area by separating them in the frequency
domain, i.e., assigning them to different RF channels within the
816 MHz band.
The measurement Tag operates in two modes: on and logical off
(or standby). In the off mode, assumed after reset (i.e., when the
batteries are inserted into the cradle), the device listens for an
‘‘on” command from the Peg. Note that with the RF module constantly turned on the device would drain the battery in about
two days. To avoid having to frequently remove the batteries from
the Tags, being possibly attached to animals and thus not easily
accessible, the device resorts to the so-called WOR (wake on radio)
mode of the CC1100 RF module (Olsonet Communications
Corporation, 2014). In this mode, the receiver is periodically powered down, for slightly less than 2 s, and then powered up to
quickly check if an incoming RF signal is perceptible. If that is
the case, the receiver will stay on for a bit longer to try to tune
to a packet preamble (a sequence of alternating bits). This offers
a way for a transmitter present in the neighborhood to wake up
the node and force it to receive a packet, namely, the transmitted
packet has to be preceded by an extra long preamble lasting for
at least two seconds. The primary advantage of the WOR mode is
the greatly reduced current drain at the receiver, about 60 lA,
compared to the 15 mA in the standard (immediately responsive)
receive mode.
Having received the ‘‘on” command, the device sets up its wall
clock, based on the data received from the collection Peg, and
switches to the active mode where it collects acceleration data at
the rate of 140 samples per seconds and expedites those data in
RF packets addressed to the Peg. The data consists of three 10-bit
values per sample. Those values are packaged into four consecutive
bytes, 10 samples (40 bytes) per packet. Eight extra bytes added to
the packet encode the time stamp and the serial number of the
sample block modulo 64 K. This yields 14 packets per second transmitted back-to-back without expecting any feedback from the
recipient. Normally, the vast majority of those packets are delivered. The recipient can easily identify the missing packets by comparing the serial numbers.
The collecting Peg talks over the USB link to a simple application on the PC whose role is to log the incoming samples for later
(off-line) analysis. The samples are written to a file along with their
time stamps and serial numbers. The application offers three buttons to the human operator for marking events in the log. The
operator observes the lamb and presses the buttons to mark the
moments when the animal commences (or stops) an activity of
interest.
2.2.2. The event signature
As explained in Section 1.2, we wanted to base our classification
scheme on a simple algorithm, preferably one that processes the
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input data in sequence (without having to buffer its significant portion in the limited RAM of the microcontroller) and avoids tricky
calculations (e.g., resorting to non-trivial mathematical operations,
like frequency domain transforms). The first step in reducing the
complexity of the problem is to reduce the amount of data (the
number of features) constituting the input to the classification
algorithm. People dealing with automated data classification know
that the art of feature identification consists in converging on the
smallest (essential) set of parameters in a way that eliminates
the noise, i.e., pseudo-features that unnecessarily inflate the problem’s dimension and make it difficult to train the classifier. The
issue of training occurs most explicitly in neural networks
(Kavzoglu and Mather, 2002), where one has to worry, e.g., about
overtraining. In our case, it relates to the parameterization and
structure of the classification loop (arrived at experimentally).
Needless to say, a large number of input features will tend to complicate the algorithm and make it more depended on the particular
collection of data sets, which in turn will make it more difficult to
claim its generality. This can be viewed as our variant of the overtraining problem.
A comprehensive list of simple features of acceleration signals
(available without transforming them into frequency domain) that
can be employed for activity classification has been presented in
Figo et al. (2010) and Preece et al. (2009). As we want to abstract
from the actual orientation of the Tag as much as possible (see Section 3.2.1), we transform the acceleration vector (x; y; z) into its
scalar magnitude:

D¼

pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
x2 þ y2 þ z2

ð1Þ

which becomes the basic, orientation-independent, sampled measure. Fig. 4 shows a one-second (140-sample) trace of the signature
event including two characteristic jerks. The vertical axis shows the
value of D (from formula 1) expressed in g. One can see a rather
clear pattern consisting of a relatively slowly raising peak followed
by two valleys and a final peak. This pattern has been quite clear
and easily recognizable throughout the entire series of our
experiments.
To improve the reliability of classification, we have decided to
include an additional measure capturing some aspects of the
device’s orientation, or rather a momentary change in its orientation (so no fixed reference orientation has to be assumed). That
was dictated by the observation that the signature movement
includes a rapid pitch change of the lamb’s head whereby the animal quickly raises its head in unison with the forward jerk. Thus,
detecting the pitch change within the signal would likely amount
to a significant reinforcing factor and eliminate spurious detection
resulting from accidental configurations of signature peaks in the
absolute scalar acceleration.
To that end, we accumulate the long-term exponential moving
average (EMA) of every coordinate of the measured acceleration
vector as a substitute for its calibrated reference to be used for
detecting momentary changes in its direction. The reference vector
pﬃﬃﬃ
pﬃﬃﬃ
pﬃﬃﬃ
ðxr ; yr ; zr Þ is initialized to ð1= 3; 1= 3; 1= 3Þ (yielding initially
D ¼ 1 g as the scalar acceleration) and updated at every sample:

ðxr ; yr ; zr Þ

ag  ðx; y; zÞ þ ð1  ag Þ  ðxr ; yr ; zr Þ

ð2Þ

where ag ¼ 1=128 is the long term EMA factor and ðx; y; zÞ is the last
(current) sample. The measure of pitch change is the negative
cosine of the angle between the reference vector and the current
sample taken before the reference vector is updated:

P¼

x  xr þ y  y r þ z  z r
pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
D  x2r þ y2r þ z2r

which is between 1 (for angle 0) and 1 (for angle

ð3Þ

p).
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Fig. 5 shows a sample signal including P (the upper segment).
This is a different sample than the one shown in Fig. 4 (it has been
obtained from a different animal with a different, i.e., reverse, orientation of the sensor device), although the samples are remarkably close. Note the characteristic pitch jump coinciding with the
second (middle) peak of the acceleration value.
2.2.3. The classification algorithm
Once activated, the algorithm executes a loop in which it processes the samples one by one. By one sample we understand a
pair of values, D and P, described by Eqs. (1) and (3), collected at
the the rate of 140 pairs per second. The loop is organized as
follows:
b
D
0;
Slope
up;
while (running) {
getsample (D; P);
if (Slope == up) {
b {
if (D < ð1  f Þ  D)
Slope
down;
turn ();
}
} else {
b {
if (D > ð1 þ f Þ  D)
Slope
up;
turn ();
}
}
b
b
D
as  D þ ð1  as Þ  D;
}

The two parameters: f ¼ 0:125 and as ¼ 0:5 are intended to
smooth out fluctuations in the signal (the D component) that
otherwise would tend to trigger chaotic (premature) changes in
the slope. The smoothed out magnitude of acceleration is denoted
b it is a short term EMA of a number of recent samples updated
by D;
at the end of the loop. A direction change in the slope is assumed
b from the previous iteration
when the new reading of D exceeds D
by the fraction of f in the direction opposite to the last assumed
slope direction. The turn function does some bookkeeping tracing
the parameters of the slopes and valleys localized by the loop
and calculating some numerical features of the signal. These features are illustrated in Fig. 6.
The figure shows a typical, single event (jerk) consisting of three
peaks and two valleys. The end of a valley, coinciding with the
beginning of the following peak, is marked by the sample at which
Slope changes from down to up. Similarly, a peak ends (and the following valley begins) at the sample where Slope changes from up to
down. To make the segments disjoint, we shall count a valley/peak
from its commencing sample (that sample being included) up to
the sample beginning the next segment (which is excluded). Thus,
for example, a peak ends on (and does not include) the sample
immediately following its maximum, so it amounts to the first half
of the actual hill. Similarly, a valley formally ends on the first sample following its minimum. In fact, because of the damping, the
transitions tend to lag slightly behind the raw signal’s shape. Also,
occasional fluctuations do not cause immediate transitions (e.g.,
the rising slope of the starting peak in Fig. 6 is not interrupted by
the apparent drop in D a few samples before the maximum is
reached).
The edges of the line tracing the acceleration magnitude in
Fig. 6 indicate the transition points located by the main loop of
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Fig. 4. A signature event (scalar acceleration only, i.e., the norm D, see formula 1).

Fig. 5. A signature event including scalar acceleration D (lower segment) and the angular component P (upper segment).

our algorithm. The part of the algorithm represented by the function turn keeps track of a number of values discussed below. For
the ease of implementation in a small-footprint microcontroller
all those values are calculated simultaneously in a single pass
(no memory, no backtracking) with the assessment (classification)
carried out at the end of the (suspected) event which is the second
valley (the point at the end of the horizontal arrow in Fig. 6).
b are indexed by the sample number.
Suppose that both D and D
b i denotes the smoothed out acceleration magIn the latter case, D
nitude as known by turn, i.e., before the sample triggering the slope
change has been included in the average. The signal consists of four
standard segments:
1. the first (starting) peak commencing at sample p0 ¼ 0 (inclusively) and extending until sample v 1 (exclusively);
2. the first valley commencing at sample v 1 (inclusively) and
extending until sample p2 (exclusively);
3. the second peak commencing at sample p2 (inclusively) and
extending until sample v 3 (exclusively);
4. the second valley commencing at sample v 3 (inclusively) and
extending until sample p4 (exclusively).
The classification procedure is executed at every valley, which
potentially corresponds to p4 of an interesting event, and returns
yes or no, where yes means that the event qualifies as part of a
suckling episode. The procedure evaluates a series of seven conditions, listed below, of which all must be fulfilled for an affirmative
decision. The first unfulfilled condition immediately stops the procedure with a negative result. As listed below, the conditions are
max
parameterized by N p ; V p ; F p ; N min
d ; N d ; F s ; Alow , and Ahigh , representing some thresholds or factors.

1.

v 1 P Np , i.e., the rising slope of the first peak is at least Np sam-

ples long.
b v 1 > V p , i.e., the maximum of the starting peak is appropri2. D
1
ately high.

b v 1 , where SVM (signal vector mag3. SVMðv 1  N p ; v 1 Þ P F p  D
1
nitude (Figo et al., 2010)) of a signal segment hu; v i; v > u, is the
average magnitude of the acceleration vector within the segment, i.e.,

SVMðu; v Þ ¼

Pv 1
i¼u

Di

ð4Þ

v u

This condition means that the acceleration within the last few
samples of the peak’s rising slope was above a certain threshold.
4. N min
6 p4  v 1 6 N max
d
d , meaning that the ‘‘proper” duration of
the event (excluding the rising slope of the first peak) is within
certain bounds.
b p 1 þ D
b p 1 Þ 6 2  D
b v 1 which means that the average
5. F s  ð D
2

4

1

of the bottoms of the two valleys following the starting peak
is at some minimum distance U s from the peak’s maximum.
Pv 1 1
6. al 6 Alow , where al ¼ i¼
v 1 Np P i is the average value of P within
the N p samples preceding the first peak. This condition means
that the pitch angle variation had been suitably low before
the peak reached its maximum.
Pv 3 1
7. ah  al P Ahigh , where ah ¼ i¼
v 1 P i is the average value of P corresponding to the two segments following the starting peak.
This condition means that there was a suitably high pitch
change within the valley and/or the subsequent peak following
the starting peak.
2.2.4. Data profile
Informally, a suckling episode is defined as the period of time,
roughly lasting between a few seconds and a minute, during which
the lamb’s attention is more or less continuously focused on connecting to the ewe’s teat, with at least some of its attempts being
successful. Such an episode may consist (and usually consists) of
more than one event by which we understand a signature sequence
as shown in Fig. 5. Despite sounding grossly informal, the above
definition is quite clear to a human observer visually monitoring
the animal’s behavior. The observer knows when the lamb has lost
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Fig. 6. Signal features used for classification.

interest in pursuing the suckling activity and has directed its attention elsewhere, which typically incurs an interval of at least several
minutes before the next (distinct) episode.
For our study, a suckling episode is defined quite formally by
the marks inserted into the data set by the human observer. As
the intended role of our monitoring system is to replace the attentive human observer in the task of detecting suckling episodes, we
shall conclude that the system delivers on its promise when its
indications agree with those of the said observer.
The classification procedure has been arrived at by inspecting a
body of experimental data obtained from four animals over the period of one week. One animal was monitored for about 5 h per day
and produced about 20 suckling episodes daily, with each episode
represented by 2–10 events. The total volume of data consists of
ca. 2.5 million samples per animal per day, where by a sample we
mean a time-stamped pair of values (D; P). The total number of suckling episodes marked in the data (by human observers) was 552.
The samples were partitioned into two sets: the data from two
of the four animals were stored aside for the future verification of

the algorithm. The remaining sets were divided into approximately
1-h chunks such that no potentially interesting event crossed a
chunk boundary. Recall, that the periods when the animal was
engaged in the activity of interest (based on the input of the monitoring human) had been marked in the data; thus, the chunks
were separated at places where no suckling episode was marked,
with a safe idle margin on either side. Note that the different
chunks can be handled independently by the classification algorithm, as long as some warm up (event-less) data is included
before the first event in every chunk to initialize the moving averb and the reference vector for P (see Section 2.2.3). The
ages for D
b (1/2), so
EMA factor for P (1/128) is much smaller than that for D
the former determines the minimum safe warm up time as about
128=2  1 samples, which translates into about 0.5 s.
The 68 chunks obtained this way were partitioned into two sets,
one set for each animal, and 8 chunks were selected from each set
with the largest number of marked suckling episodes, with the
total number of episodes (in the two octets combined) amounting
to 69. At that stage, our objective was to visually identify events
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within the preselected chunks and then mechanically extract their
features for further manual inspection. That somewhat tedious
procedure yielded the training set consisting of 233 signature
events.
Next, we ran a program on the preselected set of events which
mimicked the loop listed in Section 2.2.3 and for every event produced a row of numerical features including the timing of the relevant segments, equivalent to determining p0 ; v 1 ; p2 ; v 3 , and p4
b values at their boundaries, and the averages
(Section 2.2.3), the D
of D and P over their spans. The resultant rows of numbers were
then combined into a matrix whereby we could play with them
looking for the unifying numerical properties of the rows. Our
objective was to find the setting of the algorithm’s parameters that
would let it identify 100% of episodes in the training set with no
false positives.
2.2.5. Parametrization
The rising slope of the first peak has turned out to be a poor feature for identification, because of its rather drastically varying
duration (from 8 to 30 samples). Apparently, before the first peak
accumulates, there tends to be a certain amount of ‘‘purposeless
jerkiness” in the animal’s movement which often introduces relatively deep (confusing) valleys into the signal leading to the first
peak. On the other hand, it is important that the peak gets adequately high. Conditions 1–3 describe the required characteristics
of the starting peak which boil down to its height and sufficient
energy (SVM) within the last few samples of its rising slope. The
best values of N p ; V p , and F p have been determined to be 8, 2.2,
and 0.7, respectively.
A strong element of the signal characteristics is the duration of
its ‘‘proper” (or ‘‘stable”) part, i.e., the combined length of all segments following the starting peak until the last valley. This is captured by condition 4 with the recommended bounds N min
¼ 14 and
d
N max
¼ 20. Then, it is important to make sure that the two valleys
d
following the first peak are well pronounced. While their relative
positions tend to vary somewhat across different events, constraining their average to below 0.75 of the peak’s maximum (corresponding to F s ¼ 1:5 in condition 5) seems to work as a good
classification criterion.
Regarding the variability of the pitch angle, we make sure that
the angle remains very stable for a moment preceding the maximum of the first peak (condition 6) and then it changes rapidly
within the part of the signal following it, until the top of the second
peak (condition 7). The recommended values of Alow and Ahigh are
0:8 and 0:9, respectively.
3. Results and discussion
3.1. Experimental verification
The training set used for parameterization (Section 2.2.5) was
obtained by hand through a visual inspection of selected fragments
of the data sets. As the periods of animal activity were marked
rather roughly by the human observers, we could not hope to
use those marks to automatically pinpoint specific signature
events, especially before the classification algorithm assumed some
shape (which made the problem somewhat circular). Ideally, one
would prefer to be able to precisely correlate the actual events to
data, e.g., with the help of a time-stamped video; however, that
solution was not feasible for several reasons. Consequently, we
did our best as far as handpicking the interesting events from the
data set, essentially by looking at the signal shape visualized as
in Fig. 5 and selecting those events that appeared ‘‘good enough”.
While one may argue that we selected that way only ‘‘nice” events,
ignoring those that appeared substandard and unclassifiable, we

insisted on selecting some events from all of the marked periods.
Note that a bias in the selection of the training data is not harmful,
if the resulting algorithm is subsequently verified on independent
data. Viewed from that angle, a collection of idealized samples,
where the anticipated or targeted features are well represented
(or even amplified) may in fact be helpful in the identification
and proper parameterization of those features.
The parameter values mentioned in Section 2.2.5 have been
arrived at as the tightest (most restrictive) set for which we could
identify 100% of events in the training set with no false positives.
At first sight, this may sound like a tall order, but it was in fact surprisingly easy to achieve, perhaps (at least partly) due to the manual preselection of good-quality (clean) events. Then we tried to
relax some of those parameters until we began to see false positives, at which point we settled at the values close to the middle
between the two extremes. The next step was to run the algorithm
for the remaining data sets. Owing to the considerable effort
required to scrutinize the sets manually, e.g., trying to identify
sequences looking like viable signatures, we did not attempt that,
but merely assumed that we should call it a success when the algorithm finds a signature event within each suitably marked episode
period and finds no such signature outside. To account for the
fuzziness of the marks inserted by the human operators, especially
on the front side, we assumed a grace period of 10 s in front of
every starting mark. This means that every starting mark was
effectively moved 10 s backward in time.
When run on the remaining set of data, the algorithm located
signature events in 461 of the 483 marked episodes, i.e., over
95%, while finding 176 (false) events outside the marked periods.
We have not determined the actual number of events in the test
data sets; however, based on the statistics from the learning set,
that number is estimated (somewhat conservatively) at 1600
yielding the false positive rate of about 11%. Owing to the fact that
the marking was generally prone to mistakes, the false positive
rate is very likely to be inflated. This is because a mistake consisting in overlooking a suckling event is by far more probable than
tallying an event that didn’t occur. For example, increasing the
margins around the marked episodes to 25 s on either side, eliminated 72 of the false positives thus bringing the rate down to 6.5%.
When interpreting these results one should keep in mind that
the reliable detection of all individual signature events is probably
not important. What matters instead for the practical success of
our proposed scheme is a statistically significant determination
of the approximate frequency, duration, and time-separation of
the higher-level ‘‘suckling episodes” understood as periods of the
animal’s habitual activity over epochs significantly longer than
the time span of a signature event. At the interpretation level, this
pulls us back in the direction of long-term activity patterns, except
that the key classifying element of those patterns happens to be a
short-term event.
3.2. Practical ramifications
For a practical relevance of the proposed scheme, the sensing
device must be inexpensive, easy to deploy, reliable, and durable.
Moreover, it cannot cause undue stress or hardship to the animal.
To address these issues, we have striven to make the device small
and simple insisting that its attachment to the animal cannot be
too complicated and its maintenance cannot be burdensome to
the human operator. This affects the character of the acceleration
data available to the detection algorithm as well as the power budget of the device.
3.2.1. Attaching the device to the animal
Given the three axes of the accelerometer, one can naturally
expect that most information regarding the animal’s movement
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will be obtained by considering the three acceleration components
independently and correlating their values in time. For example,
that would give us direct and accurate information about the
device’s orientation which we had to approximate in our algorithm
by its crude derivative (formula 3). This kind of approach assumes
that the device is attached to the animal (its neck in our case)
rigidly, in some specific position, and its orientation (relative to
the mounting point) does not change. In fact, most experiments
aimed at animal behavior classification reported in the literature
have been carried out under this assumption (Robért et al., 2011;
Martiskainen et al., 2009; Robért et al., 2009; Chambers et al.,
1981). One possible alternative to a consistent, rigid, and deterministic attachment of the device to the animal is calibration, i.e., some
initial (or periodic) procedure during which the reference acceleration vector, e.g., pointing down, is determined.
One can argue that such assumptions/procedures are feasible
under research conditions, where the experimenter is motivated
and knowledgeable enough to attend to many details; however,
they would be considered difficult and troublesome in a production system, where the user need not understand the problem
and may feel unfairly bothered by the apparently irrelevant issues.
On top of increasing the cost of the device (e.g., by requiring a complicated harness) and/or making it troublesome to the user (e.g., by
the calibration requirement) such complications would likely
make the device uncomfortable to the animal as well.3
Thus, we decided to drop this requirement and assume that the
device’s orientation was essentially unknown. Note that before
being submitted to the detection algorithm, the acceleration vectors are turned into scalars whose values are indifferent to the
device’s orientation on the animal’s neck, as long as that orientation remains reasonably stable throughout the event (with about
1 s margin on either side of its duration). The device’s weight is
practically negligible and dominated by two AA batteries which
means that the attachment can be quite comfortable to the animal
while still being sufficiently rigid to provide consistent readings.
3.2.2. The power budget
From the practical angle, the power budget of the sensor node is
the single most important factor determining its relevance to reallife farming, or, in other words, the merit of our project. For example, given unlimited power, one could employ a complex, high-end
vector processor to carry out continuous frequency domain analysis of the acceleration signal, communicate at a high bandwidth
with a large database on a remote server (possibly over the Internet), and run a sophisticated, CPU-intensive classifier incorporating
advanced AI techniques. That would rise the cost of the device, but
it wouldn’t have to increase its dimensions (or even weight)
beyond an acceptable threshold. Also, the cost increase could easily
be mitigated in a mass production. Unfortunately, one problem
that approach would introduce would be the need to replace batteries every few hours or, alternatively, connect the device to a
power outlet with a cable. In contrast, the underlying assumption
of our classifier was that the device would sustain the entire rearing period of the lamb without the need for battery replacement,
operating wirelessly under zero maintenance.
From the viewpoint of power consumption (current drain), the
different components of the Tag can be treated additively. The
combined drain is thus the sum of contributions from these
modules:
 The CPU: normally, when the program is idle awaiting an event,
the current drain by the CPU is about 3 lA; the current may

3
The list of animal freedoms that we vow to respect (Brambell, 1965,), in addition
to freedom from hunger and disease, also includes freedom from injury, and distress.
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increase (up to about 1 mA) when the CPU is engaged in computation (spinning in a tight loop), but this never happens under
normal conditions.
 The accelerometer: when dormant, the sensor drains no current; when operating at full capacity, the accelerometer drains
about 140 lA.
 The radio: when switched off, the module drains no current;
with the receiver switched on (listening for an incoming
packet), the radio drains about 15 mA. The current drain by
the transmitter (when transmitting a packet) is in the same
ballpark and its exact value depends on the transmit power setting; for simplicity, one can assume that the radio drains about
15 mA whenever active.
The current drained by the accelerometer can be reduced drastically by running the sensor in a power saving mode with a nonzero sleep interval between sampling. For example, with the sleep
interval of 50 ms the current drops to 4 lA, with the absolute bottom of 0.7 lA achieved for the longest settable sleep interval of 1 s.
In the target configuration, the accelerometer will operate in a low
power mode (preconfigured for motion detection) switching to the
fully active mode for suckling detection when triggered on a
threshold. The average (long-term) current drain by the sensor
can be reduced this way to 2–4 lA, with the exact figure depending
on the animal’s mobility patterns.
The longevity of the device, understood as its time of operation
between battery replacements, is determined by the frequency of
RF exchanges. Note that the current drain with the RF module
turned on is more than three orders of magnitude higher than
when the device is quietly running its program waiting for something interesting to occur. Owing to the simplicity of the algorithm
for recognizing the interesting suckling events, even at the
moments when the algorithm is actually run, the measured average current drain by the CPU remains below 20 lA. This is because,
at the sampling rate of 140 readings per seconds, the CPU still
spends the vast majority of its time waiting for the next sample
to arrive. Ignoring the radio, and assuming that the device is constantly sampling acceleration data and running the algorithm,
the total current drain is about 160 lA. With a 1 Ah battery,4 this
translates into about 9 months of continuous operation.
This time reduces drastically when the radio is turned on: in the
permanent reception mode, the same battery would only last for
about 2.5 days. Needless to say, the key to a long-time operation
of the device is minimizing the amount of on-time of the RF module. If the analysis of the accelerometer data is carried out entirely
within the device, then the RF module need only be switched on to
convey the event/episode to the network when it occurs. If the
reports need not be sent immediately, then a single 46-byte packet
can convey up to 20 episodes (i.e., the average daily batch), including individual (second-grained) time stamps.
A typical RF exchange involves a packet sent from the Tag to a
nearby Peg plus an acknowledgment packet sent in the opposite
direction. Having sent the original data packet (at 38,400 bps and
46 bytes per packet, the operation takes about 0.01 s), the Tag will
have to leave the receiver open expecting an acknowledgment. The
amount of time for which the receiver remains open will tend to
vary; for simplicity and with a generous leeway for intermittent
communication problems, we can conservatively estimate the
duration of an average exchange at 1 s. Suppose that d is the number of daily reports, f is the duty cycle of the accelerometer, i.e., the
fraction of time during which the accelerometer operates at its full
processing power. The average current drain is then described by
this formula:

4

This is the ballpark capacity of a standard AA battery.
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d
 15 mA þ f  160 lA
86; 400

ð5Þ

where the first term represents the sustained drain by the CPU and
the accelerometer operating in the low-power mode, the second
term is the contribution from the RF module, and the last term estimates the drain by the accelerometer in the full power mode
(including a few lA thrown in order to account for the slightly
increased load of the CPU when scanning for the interesting events).
By setting d ¼ 20 and f ¼ 0:01, we get I  12 lA translating into
over 8 years of operation on a pair of standard AA batteries. If our
prediction for f turns out to be overly optimistic, then setting
f ¼ 0:5, we get I  90 lA, i.e., well over a year, which is still more
than acceptable. And even if the sensor is never powered down,
operating constantly at its full power, i.e., f ¼ 1:0, the average current drain becomes I  170 lA which translates into 8 months.
Note that a further reduction in the number of packets transmitted
daily brings no significant improvements, e.g., d ¼ 1 and f ¼ 0:5
yield I  87 lA.
3.3. Significance
From the farming angle, the automatic detection of suckling
episodes yields important hints on the relationship between the
lamb and the ewe which, from the very first hours of the lamb’s
arrival, reduce the amount of attention that it needs from the
human caretaker without reducing its chances for normal, healthy
development, and without restricting its freedoms (Brambell,
1965). Specifically:
1. According to a vast body of research, the observed frequency of
suckling episodes is a reliable and simple predictor (and measure) of maternal care. In particular, low frequency of suckling
in the first days of the lamb’s life should be treated as a signal
that human intervention is needed.
2. Selection of ewes on their rearing ability has been observed to
aid in improving lamb survival.
3. The information regarding rearing ability of ewes in the flock
can be useful to the farmer in identifying groups of ewes needing more vigilance.
4. The analysis of duration and frequency of suckling can be useful
for the ewe’s milk performance evaluation.
5. Low frequency of suckling in a ewe with a good rearing ability
can be indicative of mastitis.
6. In older lambs, the low frequency of suckling can signal earlier
weaning time without the welfare discomfort.
In addition to its practical implications, our solution can be naturally employed in research for studying the correlation of suckling
with other elements of the animal’s behavior, as well its health
status.
4. Conclusions
We have presented a method for automated detection and
reporting of suckling episodes involving lambs and ewes. The proposed scheme is implementable in low-cost, small-footprint, wireless devices which can be organized into potentially massive
networks forming comprehensive, multi-function, monitoring systems assisting farmers in extensive-mode breeding of sheep and,
possibly, other animals.
The monitoring problem, as defined for our intermediate goal
elaborated on in this paper, is interesting both from the viewpoint
of its technical challenge, as well as its role in the animal breeding
process. Regarding the former, the activity we attempt to identify
does not appear to be extremely well defined, say, in contrast to

measuring temperature, moisture, or even heart rate, where sensor
indications more or less directly translate into the interesting
parameters or events. Also, it does not have the convenient characteristics of sustained behavioral patterns (walking, lying, moving,
grazing, resting) where the detection and reporting relate to some
long-term statistics and can be based on correlating data from a
relatively long stream. By anchoring the problem (or rather its
solution) in a very practical, production-oriented framework of
an actual device (operating within a tight, practically-inspired
energy/bandwidth budget), we have eliminated a large subset of
the potential solutions, i.e., ones resorting to advanced signal processing techniques. Within this context, we have demonstrated
that the interesting event exhibits a remarkably idiosyncratic
acceleration signature which makes its reliable detection possible,
despite the modesty of means available to the detecting device.
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